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          Cela Marche (parfois)!

some traits than of others. Especially high accuracy was observed
for openness—a trait known to be otherwise hard to judge due to
low observability (21, 22). This finding is consistent with previous
findings showing that strangers’ personality judgments, based on
digital footprints such as the contents of personal websites (23),
are especially accurate in the case of openness. As openness is
largely expressed through individuals’ interests, preferences, and
values, we argue that the digital environment provides a wealth of
relevant clues presented in a highly observable way.
Interestingly, it seems that human and computer judgments

capture distinct components of personality. Table S2 lists cor-
relations and partial correlations (all disattenuated) between
self-ratings, computer judgments, and human judgments, based
on a subsample of participants (n = 1,919) for whom both
computer and human judgments were available. The average
consensus between computer and human judgments (r = 0.37) is
relatively high, but it is mostly driven by their correlations with
self-ratings, as represented by the low partial correlations (r =
0.07) between computer and human judgments. Substantial
partial correlations between self-ratings and both computer (r =
0.38) and human judgments (r = 0.42) suggest that computer and
human judgments each provide unique information.

Interjudge Agreement. Another indication of the judgment accu-
racy, interjudge agreement, builds on the notion that two judges
that agree with each other are more likely to be accurate than
those that do not (3, 24–26).
The interjudge agreement for humans was computed using

a subsample of 14,410 participants judged by two friends. As the
judgments were aggregated (averaged) on collection (i.e., we did
not store judgments separately for the judges), a formula was used
to compute their intercorrelation (SI Text). Interjudge agreement

for computer models was estimated by randomly splitting the
Likes into two halves and developing two separate models fol-
lowing the procedure described in the previous section.
The average consensus between computer models, expressed

as the Pearson product-moment correlation across the Big Five
traits (r = 0.62), was much higher than the estimate for human
judges observed in this study (r = 0.38, z = 36.8, P < 0.001) or in
the meta-analysis (20) (r = 0.41, z = 41.99, P < 0.001). All results
were corrected for attenuation.

External Validity. The third measure of judgment accuracy, ex-
ternal validity, focuses on how well a judgment predicts external
criteria, such as real-life behavior, behaviorally related traits, and
life outcomes (3). Participants’ self-rated personality scores, as
well as humans’ and computers’ judgments, were entered into
regression models (linear or logistic for continuous and di-
chotomous variables respectively) to predict 13 life outcomes
and traits previously shown to be related to personality: life
satisfaction, depression, political orientation, self-monitoring,
impulsivity, values, sensational interests, field of study, substance
use, physical health, social network characteristics, and Face-
book activities (see Table S3 for detailed descriptions). The ac-
curacy of those predictions, or external validity, is expressed as
Pearson product-moment correlations for continuous variables,
or area under the receiver-operating characteristic curve (AUC)
for dichotomous variables.§
As shown in Fig. 3, the external validity of the computer

judgments was higher than that of human judges in 12 of the 13

Fig. 2. Computer-based personality judgment accuracy (y axis), plotted against the number of Likes available for prediction (x axis). The red line represents
the average accuracy (correlation) of computers’ judgment across the five personality traits. The five-trait average accuracy of human judgments is positioned
onto the computer accuracy curve. For example, the accuracy of an average human individual (r = 0.49) is matched by that of the computer models based on
around 90–100 Likes. The computer accuracy curves are smoothed using a LOWESS approach. The gray ribbon represents the 95% CI. Accuracy was averaged
using Fisher’s r-to-z transformation.

§AUC is an equivalent of the probability of correctly classifying two randomly selected
participants, one from each class, such as liberal vs. conservative political views. Note that
for dichotomous variables, the random guessing baseline corresponds to an AUC = 0.50.

1038 | www.pnas.org/cgi/doi/10.1073/pnas.1418680112 Youyou et al.

Personality Evaluation (Proc. Nat. Acad. Sciences 2014)
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• High-dimensional x = (x(1), ..., x(d)) 2 Rd:
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 Réduction de Dimensionalité 
            Multiéchelle

u1

u2

Interactions de d variables x(u): pixels, particules, agents...

Regroupement de d2 interactions en O(log

2 d) interactions multiéchelles

de regroupements multiéchelles des variables de x

L’approximations est possible si f(x) dépend d’un petit nombre
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Data:
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linéaire
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Under review as a conference paper at ICLR 2016

Figure 1: DCGAN generator used for LSUN scene modeling. A 100 dimensional uniform distribu-
tion Z is projected to a small spatial extent convolutional representation with many feature maps.
A series of four fractionally-strided convolutions (in some recent papers, these are wrongly called
deconvolutions) then convert this high level representation into a 64 ⇥ 64 pixel image. Notably, no
fully connected or pooling layers are used.

suggested value of 0.9 resulted in training oscillation and instability while reducing it to 0.5 helped
stabilize training.

4.1 LSUN

As visual quality of samples from generative image models has improved, concerns of over-fitting
and memorization of training samples have risen. To demonstrate how our model scales with more
data and higher resolution generation, we train a model on the LSUN bedrooms dataset containing
a little over 3 million training examples. Recent analysis has shown that there is a direct link be-
tween how fast models learn and their generalization performance (Hardt et al., 2015). We show
samples from one epoch of training (Fig.2), mimicking online learning, in addition to samples after
convergence (Fig.3), as an opportunity to demonstrate that our model is not producing high quality
samples via simply overfitting/memorizing training examples. No data augmentation was applied to
the images.

4.1.1 DEDUPLICATION

To further decrease the likelihood of the generator memorizing input examples (Fig.2) we perform a
simple image de-duplication process. We fit a 3072-128-3072 de-noising dropout regularized RELU
autoencoder on 32x32 downsampled center-crops of training examples. The resulting code layer
activations are then binarized via thresholding the ReLU activation which has been shown to be an
effective information preserving technique (Srivastava et al., 2014) and provides a convenient form
of semantic-hashing, allowing for linear time de-duplication . Visual inspection of hash collisions
showed high precision with an estimated false positive rate of less than 1 in 100. Additionally, the
technique detected and removed approximately 275,000 near duplicates, suggesting a high recall.

4.2 FACES

We scraped images containing human faces from random web image queries of peoples names. The
people names were acquired from dbpedia, with a criterion that they were born in the modern era.
This dataset has 3M images from 10K people. We run an OpenCV face detector on these images,
keeping the detections that are sufficiently high resolution, which gives us approximately 350,000
face boxes. We use these face boxes for training. No data augmentation was applied to the images.

4

 Linearisation in Deep Networks
A. Radford, L. Metz, S. Chintala
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Figure 7: Vector arithmetic for visual concepts. For each column, the Z vectors of samples are
averaged. Arithmetic was then performed on the mean vectors creating a new vector Y . The center
sample on the right hand side is produce by feeding Y as input to the generator. To demonstrate
the interpolation capabilities of the generator, uniform noise sampled with scale +-0.25 was added
to Y to produce the 8 other samples. Applying arithmetic in the input space (bottom two examples)
results in noisy overlap due to misalignment.

Further work is needed to tackle this from of instability. We think that extending this framework

10
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Figure 4: Top rows: Interpolation between a series of 9 random points in Z show that the space
learned has smooth transitions, with every image in the space plausibly looking like a bedroom. In
the 6th row, you see a room without a window slowly transforming into a room with a giant window.
In the 10th row, you see what appears to be a TV slowly being transformed into a window.

6.3.2 VECTOR ARITHMETIC ON FACE SAMPLES

In the context of evaluating learned representations of words (Mikolov et al., 2013) demonstrated
that simple arithmetic operations revealed rich linear structure in representation space. One canoni-
cal example demonstrated that the vector(”King”) - vector(”Man”) + vector(”Woman”) resulted in a
vector whose nearest neighbor was the vector for Queen. We investigated whether similar structure
emerges in the Z representation of our generators. We performed similar arithmetic on the Z vectors
of sets of exemplar samples for visual concepts. Experiments working on only single samples per
concept were unstable, but averaging the Z vector for three examplars showed consistent and stable
generations that semantically obeyed the arithmetic. In addition to the object manipulation shown
in (Fig. 7), we demonstrate that face pose is also modeled linearly in Z space (Fig. 8).

These demonstrations suggest interesting applications can be developed using Z representations
learned by our models. It has been previously demonstrated that conditional generative models can
learn to convincingly model object attributes like scale, rotation, and position (Dosovitskiy et al.,
2014). This is to our knowledge the first demonstration of this occurring in purely unsupervised

8

• On a data basis including bedrooms: interpolaitons

A. Radford, L. Metz, S. Chintala
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•

8g 2 G , �(g.x) = �(x) .

• Trouver un changement de variable qui a les mêmes symétries:
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- Comment adapter � ?
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• Groupe de symmetrie de f qui preserve ⌦t = {x : f(x) = t}
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Contract the space

Linearise level sets

• Deep networks contract the space in learned directions
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 Deep Convolutional Networks

• The convolution network operators       have many roles: 
– Rotate the space to contract in appropriate directions 
– Reduce dimension with projections 
– Memory storage of « characteristic » structures 

• Their properties are not well understood
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x(u)
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linéaire
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    Beaucoup de Questions…

• Que peux-t-on apprendre en grande dimension ? 
- Quelles notions de complexité et de régularité en grande 

dimension ?
- Comment les réseaux de neurones apprennent les symétries ?

• Liens/apprendre la physique, aussi basée sur les symétries.

• Neurophysiologie: des modèles pour les traitements neuronaux ?

• Développements algorithmiques très rapide.
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• Challenges provenant de l’industrie, start-up et science
• Projets/problèmes pour des étudiants et chercheurs
• Liens entre industrie, recherche et enseignement


